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a b s t r a c t

For most global software companies with a client base that covers a large number of regulated
businesses, regulatory compliance represents a significant challenge. Theworld of compliancehas become
increasingly complex due to the overwhelming number of regulations, laws, and standards that are
introduced every year. These laws may vary significantly in their scope and applicability depending on
the industry sector and the geographical area of the end client. In addition, many of these laws are
created by different legislative bodies resulting in overlapping and sometimes conflicting provisions.
To further complicate matters, laws are often created based on existing ones, forming a complex set
of interdependent rules where changes made in one place can propagate to affect, sometimes in an
inconsistentmanner, many other laws. There is clearly a need to investigate techniques and tools that can
alleviate IT solution providers from the complexity of dealing with regulatory compliance. In this paper,
we present an approach and a supporting tool that aim to facilitate the analysis of multiple regulations.
Our approach is based on the exploration of the citation relationship that links various laws together.
The citation relationship is represented by a citation graph that can be used by an analyst to navigate
through the provisions of various interrelated laws to uncover overlaps and possible conflicts or to simply
understand the content of specific law documents. We also present a tool called CompDSS (Compliance
Decision Support System) that supports our approach. Finally, we show the effectiveness of the presented
approach by applying it to three regulations, namely, SOX, HIPAA, and GLBA.
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1. Introduction

For many regulatory companies, regulatory compliance has be-
come an important part of their business regardless of geogra-
phy and industry sector. There are a number of factors behind
the recent increase of attention to regulatory compliance includ-
ing corporate scandals and the need for accountability, the re-
moval of trade barriers, the reliance on Information Technology
(IT), the necessity to protect and secure sensitive information
[1,2], and a higher need for business continuity and assurance
[3,4]. As a result, more and more authoritative rules (i.e., regula-
tions, laws, standards, and guidelines) are introduced every year
putting further constraints on the way companies are operated,
managed, controlled, and governed [5]. The consequences of not
complying with these laws can be devastating and may include
substantial fines, financial losses, lawsuits, customer dissatisfac-
tion, and loss of reputation and market confidence. Examples of
some of themost popular North-American laws include the Health
Insurance Portability and Accountability Act (HIPAA), the Personal
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Information Protection and Electronic Documents Act (PIPEDA),
the Gramm–Leach–Bliley Act (GLBA), the Sarbanes–Oxley Act
(SOX), the California Data Protection Act, and many others.

Many of these regulations and laws have a direct impact on the
way software systems used by regulated companies are developed,
tested, and maintained. For example, a data records management
tool, used by a health institution which is required to comply with
HIPAA, must support data security features such as authentication
mechanisms, different levels of data access control, and frequent
backups and data reliability techniques. A recent survey of IT
tools with a focus on privacy and security shows that regulatory
compliance is one of the key requirements that need to be taken
into account when building such tools [6].

Cascading the compliance needs to software companies has
put technology builders in a new business context in which they
are required to develop software products that meet compliance
requirements while reducing the cost of development and mai-
ntenance. For most global software companies, this represents a
significant challenge. First, there are just too many laws to comply
with, especially that a typical global software company can have
hundreds (if not thousands) of clients worldwide spread over
several heavily regulated industry sectors. In his description of the
US regulatory compliance landscape in the area of data privacy
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and security alone, Silverman notes that ‘‘Given the enormous
breadth of federal regulation, it is not possible to catalogue the
full range of US law pertaining to data, privacy, and records’’ [3].
He adds that the issue is further complicated considering that
each state has its own set of regulations and that many of these
laws are often developed by different legislative bodies with
little effort for consistency or convergence with similar legal
requirements, which often results in duplicated and conflicting
rules. The situation is generalized tomany other areas of law and it
is made even worse for those companies that operate at the global
level and which must also comply with international regulations.
In addition, regulations are rarely created from scratch. They often
refer to other existing laws, creating a complex web of interrelated
rules in which changes made in one place can have a marked
effect elsewhere. For example, SOX, GLBA, and HIPAA refer to
many common laws including the Security Exchange Act, the
Securities Investor Protection Act, the Labor Act, and the Employee
Retirement Income Security Act. Amendments made by SOX, for
instance, to any of these common laws will most likely affect GLBA
and HIPAA. In such a situation, any corporate policy, tool feature,
or business process based on GLBA and HIPAA will need to be
reviewed along with the changes caused by SOX.

Clearly, there is a need to investigate ways to help IT companies
manage a large number of possibly overlapping or conflicting reg-
ulatory compliance requirements. This translates into the need to
represent and organize regulatory compliance documents in such a
way that it is easier to explore and analyze so as to enable users (e.g.
software engineers, software process engineers, project managers,
etc.) extract and prioritize the main provisions, uncover similari-
ties and conflicts among interrelated regulatory compliance doc-
uments, check for consistency due to law amendments, etc. These
are the objectives of our research, which pertains to an emerging
field of study that is referred to as Software Compliance Engineer-
ing1 which is defined as the software engineering field that is con-
cernedwith investigating techniques and tools to develop, test, and
maintain software systems where compliance is a built-in quality
attribute.

In this paper, we present our latest contribution to the field of
Software Compliance Engineering which consists of an approach
and a supporting tool that facilitate the analysis of multiple
regulations. Our approach is based on examining the relationship
between law documents by exploring the citation relationship that
connect them. The work presented in this paper is a continuation
of our previous work, published as a position paper [7], where
we discussed our thoughts on the importance of analyzing the
citations in law documents in order to facilitate the understanding
of their content. In this paper,we showhowcitation analysis can be
a powerful tool for detecting overlaps and possible conflicts among
laws, as well as assessing the impact of changes made by some
laws on the other ones that relate to it. Another contribution of
this paper is a detailed approach for extracting citation graphs from
multiple regulations and which involves extracting the provisions,
the citations, and the types of relations among them. In addition,
wepresent a prototype tool, called CompDSS (ComplianceDecision
Support System), which supports citation analysis as one of its
main features. A final contribution of the paper is a case study
in which we show the effectiveness of our approach to detect
conflicts and overlaps in three regulatory documents, namely, SOX,
HIPAA, and GLBA.

There are various types of legal documents including cases,
statutes, and administrative regulations. Cases are based on a
judicial decision that is reported in the countries that use common
law systems. Statutes are enacted by legislature and used to

1 http://users.encs.concordia.ca/~abdelw/softwarecompliance.html.
grant authority to administrative agencies to adopt and amend
administrative laws. The focus of this research is on statutes and
administrative laws (that we refer to interchangeably as laws
and regulations). Also in this paper, we limit ourselves to North-
American laws and regulations. However, we believe that the
proposed approach can be easily adapted to other laws.
Organization of the paper: In the next section, we define the con-
cepts of citation and citation analysis. We also present a detailed
approach for extracting citation graphs from multiple documents.
The section ends with a process that describes how to apply ci-
tation analysis to detect conflicts and overlaps. In Section 3, we
present the tool and discuss its main components. The case study
is presented in Section 4, followed by relatedwork in Section 5.We
conclude the paper and discuss the limitations of our approach and
how to address them in Section 6.

2. Citations in legal documents

2.1. What is a citation?

A citation describes a relationship between two documents (or
parts of these documents), where one document (the citing) refers
to another document (the cited). Legal citations are citations found
in legal documents, which usually connect the provisions of one
document to the provisions of either the same document (internal
citations) or a different one (external citations). Legal citations play
an important role in enforcing the legitimacy of the arguments
and propositions contained in legal documents while reducing the
space needed to write these documents [8].

Proper citation of legal documents has always been a diffi-
cult task [8]. To help with this process, a number of citation
manuals containing a set of comprehensive rules have emerged,
among which the most popular ones in the US are perhaps the
Bluebook [9] and the ALWD (Association of Legal Writing Direc-
tors) [10]manuals. In Canada, themost common citationmanual is
the Canadian Guide to Uniform Legal Citation published by McGill
Law Journal [11].

An example of a citation that follows the Bluebook standard
is ‘‘15 U.S.C. §78u(d)(3)(B)(iii)(II)(aa)’’. This citation is taken from
the Sarbanes–Oxley Act and refers to the US Code, which is a
repository of US laws identifiedwith unique codes. In this example,
‘‘15 U.S.C. §78u’’ refers to Title 15 of the Commerce and Trade Act,
which consists of the Securities Investor Protection Act Section
78. A citation consists of three main components: The volume or
title number, the name of the regulation, and the section number,
which is usually preceded by the section sign ‘‘§’’. The section can
be further divided into subsections, paragraphs, subparagraphs,
clauses, and sub-clauses.

2.2. Citation analysis

We define citation analysis as a technique that enables the
examination of the relationship among regulatory compliance
documents through the exploration of the citation relationship
that connect their respective provisions. Citation analysis relies
on a citation graph, extracted by parsing regulatory documents.
The graph nodes represent the provisions and the edges represent
the citing relationship. There are many advantages in exploring
the relationships among provisions within the same document or
across multiple documents including:

• Assessing the impact of a change in a particular act on which
many other acts depend on. A citation graph, supported by
a usable tool, can readily be used to understand the possible
impact of these changes by highlighting the places in the
different acts that are potentially impacted.

http://users.encs.concordia.ca/~abdelw/softwarecompliance.html
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• Citation analysis can be used to check the consistency of
multiple acts that make different modifications to a common
act on which they depend. For example, if two acts A and B
depend on a third act C and A modifies C’s provisions then
B might be affected by the changes made by A. From our
experience, most conflicts that exist in regulations are due to
lack of tools that assist users in doing consistency checks. We
believe that citation analysis, if supported effectively by a tool,
can be a powerful solution to this problem.

• Detecting overlaps and possible conflicts that exist between
multiple regulatory documents through analyzing the provi-
sions (and the respective acts) they have in common.

• Finally, citation analysis can help understand regulations by
allowing easy navigation through its provisions and the ones
from other acts on which it depends on. To achieve this, a tool
that supports citation analysis should allow for features such as
searching and slicing based on internal and external citations,
limiting the depth of a citation (e.g., section, subsection,
paragraphs, etc.), and so on.

2.3. Building a citation graph

A citation graph is a directed non-ordered graph G = (V , E, R)
where:

• V : Represents a set of nodes which represent the citing and the
cited provisions.

• E: Represents a set of edges. An edge between Node A and Node
B exists if A has a citation to B.

• R: Represents a set of relations between two nodes. There are
various types of relations among provisions such as amend-
ments and assertions. These relations are discussed in Sec-
tion 2.3.2 when the proposed algorithm for extracting relations
is described. Relations appear as labels on the graph’s edges.

2.3.1. Extracting the provisions
Our definition of a provision is similar to the definition provided

by Eugen Ehrlich in his classic paper ‘‘The Sociology of Law’’ [12],
where he defines a provision as ‘‘an instruction framed in words
addressed to courts as to decide legal cases or a similar instruction
addressed to administrative officials as how to deal with particular
cases’’ [12]. A provision can be in the form of a clause, sentence, or
paragraph of a legal document, which provides information for a
particularmatter. Provisions are considered the core of regulations
since they contain the rights and obligations, assets, and liabilities
stipulated in the corresponding act. Citations are embedded in the
provisions as one of their main components, and play a critical role
in understanding the provisions [7].

Our process of extracting provisions from regulatory docu-
ments is based on the fact that most North-American legal doc-
uments use indentation to indicate the beginning of a section, its
subsections, paragraphs, etc., forming a paragraph hierarchy struc-
ture. However, since most documents are usually saved in an un-
structured manner (mostly in PDF and HTML) and come without
a table of content, we need to create a set of regular expressions
that can identify the various components of a provision during the
parsing of the law document under study. These regular expres-
sions are shown in Fig. 1. Each provision is uniquely indexed using
a combination of the document title, section, subsection, and other
subcomponents.

The process of extracting provisions using the set of the
regular expressions includes searching the regulation document
for the patterns defined in Fig. 1, which we have developed
based on the United States Congress Data Dictionary of Legislative
Fig. 1. The regular expressions used to extract provisions according to the
paragraph hierarchy structure.

Documents.2 For example TITLE\s?[IVX]{1, 3} represents the
word TITEL followed by an optional space and then a roman
number that ranges from one digit to a maximum of three. The
expression \(\d{1, 2}\) is equal to one or two digits between two
brackets which represents a subsection according to the paragraph
hierarchy structure. After identifying all parts of the document,
we organize the document in a hierarchical tree structure to
simplify its processing. Each provision will be indexed using its
full path from the title down to subparts in order to identify
the location of the information in the same way it is cited in
other legal documents. For example the provision identifier ‘‘Title
I.Sec. 102(a)’’ of SOX can help the reader to navigate through the
document to reach this particular provision.

2.3.2. Extracting the citations
The next step is to extract the citations. In this paper, we limit

ourselves to the ones that follow standardized citation styles such
as the Bluebook and ALWD. For this purpose, we have carefully
developed a set of regular expressions that capture the structure
of citations expressed in these two standards. The resulting regular
expression is represented in the automata of Fig. 2.

The automata in Fig. 2 is built to recognize citations written
according to the Bluebook and ALWD standardized citation styles.
We carefully studied these standards to include all possible
combinations that may be recognized as a citation. For example,
a typical citation that follows these standards (e.g. the citation ‘‘5
U.S.C. §78u(d)(3)(B)(iii)(II)(aa)’’) starts with a number followed by
a space, followed by a maximum of three characters (which is an
abbreviation of the law towhich the citation refers to), a space, a ‘§’
sign, and the parts that form the section, subsections, etc. To ensure
that we capture only the abbreviations permitted by the Bluebook
and ALWD standard, we used the GovSpeak3 library which is a
widely accepted resource that maintains most abbreviations and
acronyms of the US Government.

It should be noted that, after studying many regulatory docu-
ments, we have realized that the standards have not always been
followed. For example, in the SOX act, the section sign (§) is not
used consistently. We therefore need to create a regular expres-
sion that accounts for citations that have a structure that is similar
but not necessarily identical to the one provided by the Bluebook
and ALWD standardized citation styles.

Another source of ambiguity when dealing with citations is the
use of what is known as parallel citations, which occurs when the
same provision contains two consecutive citations that refer to the

2 http://xml.house.gov/.
3 http://members.cox.net/govdocs/govspeak.html.
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Fig. 2. Automata for the regular expression that captures the standardized citation styles.
Fig. 3. Example of a parallel citation found in SOX.

exact same information found in two other different documents.
Although not frequent, parallel citations appear in the context of
court cases, where the first cited document is the original and
official source of the information, whereas the second one refers
in many situations to a document archived by a private company
to enforce the existence of the cited provision.

The example in Fig. 3 shows a parallel citation, where both cited
documents, the ‘‘Securities Exchange Act of 1934 Section 13(b)’’
and the ‘‘15 U.S.C. 78a(m)’’ of the United States Codes, contain the
exact same information. In this paper, we only focus on citations
that follow the standard citation styles. The detection of citations
that do not follow standards is left as future work.
2.3.3. Extracting the relations
The next step is to determine the relations between the citing

and the cited provisions. As mentioned earlier, there exist many
types of relations that link a citing provision to a cited one.
After manually inspecting many regulations, we found that these
relations can be grouped into two main categories: Assertions and
Amendments. A relation is considered as an assertion if it refers
to a provision that is used to support the author’s point of view
through examples, definitions, or any other additional information.
An assertion relation can be further divided into the following
subtypes:
• Definition: This is the casewhere the cited provision defines the

citing provision.
• Specification: This is the case where the cited provision pro-

vides more information about the citing provision.
• Compliance: This relation indicates a cited provision that com-

plies with the citing one.

A citation is considered as an amendment if the citing provision
amends the cited provision (or part of it). Amendments can be
further divided into subtypes including:
• Amendment by insertion: The citing provision adds more de-

tails or complete parts to the cited provision.
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(a) Example of a provision taken from SOX before tagging. (b) Example of a tagged provision.

Fig. 4. An example of using the part of speech tagging process.
Fig. 5. Example of the matching process used in extracting the relations.
• Amendment by deletion: The citing provision deletes parts of
the cited provision.

• Amendment by striking: This relation is used to attract the
reader’s attention by crossing the information about a cited pro-
vision that is no longer valid and inserting new parts or details.

• Amendment by redesignation: This occurs when the cited pro-
vision changes the name. The new name is then reflected in the
citing provision.

It is worth noting that amendments often appear more frequently
than assertions. This is due to the fact that they are used
as a legal instrument for changing the content of a particular
act to adapt it to changing circumstances. Suber notes that
‘‘Amendments aspire to capture the inconsistent virtues of stability
and flexibility, protecting what the enacting generation thinks
wise, but permitting future generations to think otherwise’’ [13].
An act can amend itself or other acts. In this study, we will pay
careful attention to amendments since they are the ones that can
potentially generate overlaps and conflicts [14].

We can identify the relation that a citation represents by
exploring the text surrounding it searching for specific verbs such
as ‘‘amends’’, ‘‘defines’’, etc. To extract these verbs, we use a text
tagging technique based on Brill’s Transformation-based learning
tagger to perform the part of speech (POS) tagging process [15]. The
objective is to divide the text into words, and assign each word its
corresponding part of speech (i.e., noun, verbs, preposition, etc.),
based on both its definition as well as its context. These words can
later be explored individually for the purpose of extracting the type
of relations among provisions. An example of tagging the provision
of Fig. 4(a) is shown in Fig. 4(b).

Before the tagging process starts, we replace all citations by a
(∗) symbol so they can be treated as one word. The citations are
put back in the document after the tagging process is complete.
After that, we collect the verbs with direct relations to the citation
of interest. Using the WordNet [16] lexical database cognitive
synonyms, which is a set of one or more synonyms that can
be used interchangeably without changing the meaning of the
context in which it is embedded, we were able to convert these
verbs to one of the relations we discussed earlier (i.e., assertion
or amendment). The morphological processor in WordNet finds
the base form automatically and then returns all synonyms of the
word. The last step is to match the meaning of the verb with one
of the relations we already defined. An example of usingWorldNet
synonyms is shown in Fig. 5, in which the synonyms of the word
‘‘Revise’’ (base formof ‘‘Revised’’) are listed, amongwhich theword
‘‘amend’’ appears, which would classify the citation around which
the word ‘‘revised’’ appears as an amendment.
2.3.4. Graph building
The final step of building the citation graph is to generate

the graph itself. To generate the graph we need the elements
generated in the previous steps, which are the citing and the
cited provisions, and the relations between them. We use the DOT
scripting language [17] to describe the graph. The DOT language
allows expressing the nodes, edges, and labels that will form the
final graph (see Fig. 7a). Graphviz supports two graph rendering
techniques: the circular graph layouts ‘‘circo’’ and the springmodel
layout ‘‘neato’’. These techniques differ in the final layout and
the efficiency of the rendering process. It is recommended to use
the ‘‘neato’’ approach when the number of edges of the graph is
relatively high for a large number of nodes. Figs. 7a and 7b show the
DOT file and the final graph that correspond to the citation graph
constructed from the SOX provisions shown in Fig. 6.

2.4. The process of applying citation analysis

We propose a top-down process for applying citation analysis
to detect how different acts relate to each other, starting by
exploring the citation graph at a high level looking for placeswhere
regulations intersect (e.g. by citing common laws), and digging into
a more detailed graph that shows the exact sections and the type
of relations that connect the citing and the cited regulations. The
process can be summarized in the following steps:

1. We analyze the citation graph to identify regulations that are
related to each other through the citation relationship.

2. For each of the intersecting regulations, we dig one level deeper
to study the provisions that relate to each other. This is because
two citing provisions may refer to the same act, but to different
provisions in the cited act.

3. For each related provision, we analyze whether it is an amend-
ment or an assertion. As previouslymentioned, amendments, in
particular amendments by deletion and striking, represent high
risks of conflict since an act that deletes parts of another act will
affect all other acts that depend on the modified act.

After studying several regulatory documents and the dependencies
among them, we have defined a set of graph patterns that
represent situations where possible overlaps and conflicts may
occur. These patterns take into account the related provisions
and the type of relations that connect them (i.e. assertions and
amendments). They constitute by no means an exhaustive list of
patterns but are, in our view, very representative of the cases we
encountered in practice. It should also be noted that our approach
does not aim to detect automatically all conflicts and overlap,
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Fig. 6. Example of two provisions taken from SOX.
Fig. 7a. A citation graph represented in DOT language extracted from the provisions described in Fig. 6.
Fig. 7b. A citation graph extracted from the provisions described in Fig. 6.
instead, it should be used to guide the analysts when exploring
law documents by indicating places where conflicts and overlaps
may occur. It is therefore important that a tool that supports these
patterns, however, needs to allow enough flexibility to the user to
add new ones. The patterns are presented in what follows.

• The Defined-by–Defined-by pattern: When two provisions X
and Y from two different regulations A and B are respectively
using the definition or the concept explained in another
regulation C (see Fig. 8(a)), this indicates a possible similarity
between provision X and provision Y. As a result, there is high
possibility to find common rules between the two provisions
and as such any changes to A needs to be reflected in B and
reciprocally.

• The Amend–Amend pattern: When two provisions X and Y from
two different regulations A and B respectively amend a provi-
sion from another regulation C (Fig. 8(b)), this may result in a
conflict, if they modify it in a contradictory way. Amendment
by redesignation does not affect the content so it should not be
consideredwhen looking for conflicts. However, amendment by
striking, which is usually followed by an amendment by inser-
tion or deletion, can lead to a conflict since they change the con-
tent of the amended law.

• The Amend–Use pattern: If a provision X from an act A amends
a provision Z from C and a provision Y of act B uses the provi-
sion C then changesmade by Amay affect B (Fig. 8(c)). This may
result in inconsistencies and conflicts.

• The Generalized Amend–Amend Pattern: We have noticed
through the study of many regulations that related provisions
from different acts usually refer to the same set of provisions.
In other words, if a provision Y from B refers to provision Z1 of
regulation C, whenever the provision X of regulation A refers to
Z1, then it is most likely that provision Xwill also refer to provi-
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Defined ByDefined By

Provision X of
Regulation A

Provision Y of
Regulation B

Provision Z of
Regulation C

Provision X of
Regulation A

Provision Y of
Regulation B

Provision Z of
Regulation C

AmendAmend

(a) Defined-by–Defined-by pattern. (b) Amend–Amend pattern.

UseAmend

Provision X of
Regulation A

Provision Y of
Regulation B

Provision Z of
Regulation C

Regulation C
Provision Z1

Regulation C
Provision Z2

Regulation B
Provision Y

Regulation A
Provision X

Amend 

Amend Amend

Amend

(c) Amend–Use pattern. (d) Generalized Amend–Amend pattern.

Fig. 8. Citation analysis patterns for detecting similarities and conflicts.
sion Z2 of regulation A when provision Y refers to Z2 (Fig. 8(d)).
This is a more generalized case of the Amend–Amend pattern.

In what follows, we show how these patterns can be effective
in detecting conflicts among regulations by applying to detect
a well-documented and controversial conflict in the area of law
between the two copyright laws, The DigitalMillenniumCopyright
Act (DMCA) of 1998, and the Technology Education and Copyright
Harmonization Act (TEACHA) of 2002. The problem was first
reported in 2003 by a group representing the college media
centers, which sent a warning message to the US Copyright Office
about a possible conflict between these two federal laws.

The conflict consists of the fact thatwhile DMCA restricts access
to the electronic copyrightedmaterial, TEACHAallows access to the
samematerial under the ‘‘fair use’’ cover for pedagogical purposes,
more specifically for online education and distance learning. The
‘‘fair use’’ umbrella aimed to solve the problem if TEACHA did not
restrict the conversion of materials from analog to digital format,
which will be considered a violation of the anti-circumvention
provision which was added to the copyright act by the DMCA.

We applied citation relatedness analysis on DMCA and TEACHA
to uncover this conflict. Fig. 9 shows a partial graph representing
the provisions related to access to the electronic copyrighted
material in both laws. The graph combines the first three patterns
explained earlier. Using this graph, we can see that TEACHA
amended Section 110 as well as Section 112 of the Copyright Act
Title 17 of the US code, at the same time the DMCA amended
Section 112 and added a new section, Section 1201 to the
Copyright Act. Based on citation relatedness analysis, this situation
represents a high risk of non-compliance due to the dependencies
between Sections 112, 110 and 1201. Further analysis is needed to
see if this dependency yields a conflicting situation.

According to the graph the Copyright Act of 1976 Title 17 of the
US code was amended by both DMCA and TEACHA. The Copyright
Act is an old act; hence it does not cover the issues brought up
by the new technologies such as protection of digital content. The
objective for TEACHA amendment of Section 110 (Limitations on
exclusive rights: Exemption of certain performances and displays)
is to allow instructors who work in non-profit educational
institutions to use portions ofmovies, or audiovisualwork in online
courses without looking for permission or paying fees to copyright
holders. The specified amendment clarifies the conditions under
which such usage will not be considered as infringement of the
copyright.

DMCA added Section 1201(a) which is referred to as the anti-
circumvention provision. The provision makes it illegal to circum-
vent technologies that prevent access to copyrightedmaterial such
as ripping Macrovision or Content Scramble System DVDs. On the
other hand the DMCA released some of the liabilities of trans-
mitting organizations and added a statutory license subsection to
Section 112.

TECHAallowsusing the copyrightedmaterials in distance learn-
ing, as a result there is a need to have the copyrighted materials in
digital format. DMCA restricts the circumvention of technologies
and converting materials from analog to digital format. There is a
need for some exceptions for distance learning so that TEACHA can
achieve its goals. The amendment by TEACHA to Section 112 – Lim-
itations on exclusive rights: Ephemeral recordings – restricted the
conversion of materials from analog to digital format unless the
following conditions hold.

‘‘(A) no digital version of thework is available to the institution;
or
(B) the digital version of the work that is available to the
institution is subject to technological protection measures that
prevent its use for Section 110(2)’’.4

These conditions complicate the problem especially when not all
digital material that is protected has a non-digital version that
educational institutions can convert to make use of TEACHA. The
contradictions between the two copyright laws did not provide the
instructor’swith a safe pathwhile practicing distance learning, and
kept the liability of their actions up to the judges’ decision based
on the ‘‘fair use’’ act.

4 Subparagraphs (A) and (B) of Subsection (f) of Section 112 of title 17, United
States Code as amended by TEACHA.
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Fig. 9. The citation graph that shows a situation where a possible conflict between DMCA and TEACHA may exist.
Fig. 10. Overall architecture of CompDSS components that support citation analysis.
3. Tool support: CompDSS

3.1. Overview of CompDSS

We have developed a prototype tool, called CompDSS (Compli-
anceDecisions Support System),which supports the techniques in-
vestigated by our research group. Using CompDSS, a user can load
multiple regulations for exploration, display the list of provisions
they contain, generate citation graphs, and investigate the relation-
ships among regulations. The tool also supports standard features
such as search capabilities and multiple exploration views.

The overall flow of information among the CompDSS compo-
nents that support citation analysis are shown in Fig. 10, and con-
sists of a law parser (LParser), a citation graph builder (CGBuilder),
an analyzer, and a visualization engine.
The role of the parser is to extract the provisions and their
constituents from an input law document and build a data model
that can later be processed by the other components. This requires
some preprocessing steps to clean up the input documents, which
are usually saved in unstructured formats such as PDF and XML
as mentioned earlier, by removing headers, footers and other
unnecessary data. The parser relies on the regular expression
discussed in Section 2.3.1 and which is designed specifically to
recognize the various elements of a North-American law. The user
has, however, the flexibility to modify these regular expressions to
adapt them to other laws.

The output of the parser is an object model that instantiates a
simple and yet expressive data model that we built to characterize
the content of lawdocuments. The datamodel is shown in Fig. 11 in
the form of a UML class diagram. In this model, an act is composed
of several provisions, which contain various elements organized
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Fig. 11. A UML class diagram of the CompDSS data model.
in a hierarchical way including sections, subsections, clauses, sub-
clauses, and so on. This hierarchical structure is captured using
the composite design pattern [18] and is modeled using three
classes, namely, ProvisionElement (abstract class), LeafElement,
and CompositeElement.

The citation graph builder component (CGBuilder) operates on
the object model to construct the citation graph. For this pur-
pose, we implemented the regular expression automata presented
in Section 2.3.2 which allows extracting citations that follow the
Bluebook and ALWD standards. The user has the flexibility tomod-
ify this regular expression to adapt it to other citation style stan-
dards. We also implemented Brill’s transformation-based learning
tagger algorithm described in [19] to be able to perform the part of
speech process and extract the verbs that surrounds the citations.
Another important aspect of the CGBuilder component is that it ac-
cesses the WorldNet library, which is free and publicly accessible,
to retrieve synonymous words. The verbs and their synonyms are
then matched to a list of keywords that we created to be able to
classify the citation types into either assertions or amendments. At
any time, the user can update the keyword list by adding, modify-
ing, or deleting words.

Fig. 12 shows a screen snapshot where the provisions extracted
with the parser are shown on the main screen. The lower view
panels are used for tagging the document to prepare it for the graph
building phase. As we can see in Fig. 12, the tool also provides an
easy way to navigate between provisions, identify the relations
between them and give a summary of the provisions. The tree
format provided facilitates the analysis and navigation through the
provisions of various interrelated laws to understand the content
of specific law documents.

The role of the analyzer component is to compute statistical
information about the regulations as well as the citation graphs
such as the number of provisions in a regulatory document, the
number of provisions that are common between specific laws, the
number of provisions on which a particular provision depends on
(its outgoing edges), the number of provisions that depend on a
particular provision (its incoming edges), etc. The objective is to
guide the users when browsing large citation graphs by indicating
places of interest based on statistical data.

The visualization engine relies on the Graphviz library [17] to
draw the citation graphs.We used various visualization techniques
to present the graph in a usable way such as color-coding tech-
niques to distinguish among various regulations, the ability to vary
the level of the details displayed in the graph by, for example,
changing the tree depth of the provision hierarchical structure, and
so on. At a very high level, the tool can show a graph that ex-
hibits only the name of the studied regulations and the relation-
ship among them. The other extreme will be to show a detailed
graph where all the provisions and the relationship among them
are displayed. We expect the analysts to vary this level of detail
based on the objective of the analysis and their knowledge of the
regulations.
3.2. Challenges and lessons learned in developing CompDSS

The development of CompDSS was a challenging task due to
the ambiguities and inconsistencies found in law documents. In
our work, we spent considerable amount of time understanding
law documents, the way they are written, and the standards used
in writing such documents. Identifying patterns that can indicate
possible conflicts and overlaps was a challenging task since it
required the analysis of multiple regulations that, sometimes, do
not pertain to the same area. For example, SOX and HIPAA refer
to several common laws although SOX is used to regulate financial
reporting whereas HIPAA is used to protect the privacy of patient
information.

It was also challenging to build CompDSS because it required
excellent understanding of the standard citation styles such as
the Bluebook and ALWD. Understanding these standards helped
build the first prototype of the tool. Applying the prototype on
different regulations combinedwith a trial and error approachwas
used to harden the first prototype to deal with the ambiguities
of regulations. Having a pipe and filter architecture as the generic
architectural style for CompDSS made it simple to identify the tool
bottleneck which was mainly the visualization engine and the text
mining techniques.

Since the focus of this paper was essentially on presenting the
citation analysis approach and how it could help detect conflicts
and overlaps, we did not deal with scalability, performance, and
usability problems; although some of our design decisions, for
example, the use of the ‘‘neato’’ rendering techniques instead of
‘‘circo’’ was made with performance in mind. However, we are
aware that this poses a serious challenge for the applicability of
our approach.

Since the end users of the tool are not necessarily technical
people. Another challenge was to make the tool as intuitive as
possible, with self-explanatory steps that should facilitate the
usability of the tool. However, the large size of graphs makes this
task very complex, and there is need to investigate more effective
visualization techniques.

4. Case study

In this section, we show the applicability of our approach by
applying it to three US acts, namely SOX, GLBA, and HIPAA, with
the objective being to detect conflicts and overlaps among these
laws.

4.1. Target regulations

Webriefly present the target regulations used in the case study.
GLBA: The Financial Services Modernization Act, which is also
known as the Gramm–Leach–Bliley Act (GLBA) was enacted in
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Fig. 12. A screen snapshot of the CompDSS tool that shows the extracted provision of the tagging process.
November 1999 to allow better synergy among financial institu-
tions including commercial banks, investment companies, broker-
age firms, and insurance companies [20]. As a financial act, most
of GLBA’s seven titles are concerned with financial issues. How-
ever, GLBA has another key element which is concerned with pri-
vacy and security requirements for personal financial information.
Title V of the act focuses on the fact that companies must have a
complete security program to protect their customer financial
information, as noted in Section 501 of the act ‘‘. . . each financial
institution has a continuing obligation to respect the privacy of
its customers and protect the security and confidentiality of those
customers’ nonpublic personal information’’ [21].

GLBA contains several provisions that govern the way organi-
zations should handle the security of customer financial records.
For example, GLBA mandates financial institutions to have a com-
prehensive information security program based on standards to
enforce technical and physical safeguards for protecting the infor-
mation of customers, to ensure confidentiality of customer records,
and protect the information from loss, damage, or fraudulent ac-
cessibility from no authorized people or parties.
HIPAA: The Health Insurance Portability and Accountability Act
(HIPAA) was enacted in August 1996 as part of the healthcare re-
form during President Clinton’s second term to ensure security,
privacy and portability of medical insurance and health informa-
tion [20]. HIPAA consists of five titles that cover the standardiza-
tion of the healthcare delivery process in an attempt to make it
more efficient, setting rules to ensure the privacy of patient infor-
mation and setting standards for securing this information against
abuse or other electronic risks. HIPAA Title II, in particular, refers to
the ‘‘Administrative Simplification’’ provisions that address five se-
curity and privacy rules that must be financed by healthcare insti-
tutions. These rules ensure proper protection of patient electronic
records against attacks and fraudulent use. HIPAA security require-
ments are mapped to the ISO 17799 standard [21].
SOX: The Sarbanes–Oxley Act (SOX), which is also known as
the Public Company Accounting Reform and Investor Protection
Act was enacted in July 2002. This act was a reaction to a
series of corporate scandals due to false reporting of financial
and accounting statements [22]. SOX requires organizations to
have an internal control framework to monitor the processes
that have direct impact of financial reporting. Many aspects of
this internal control framework impact the way financial and
accounting records are handled from the security perspective.
In order for auditors, for example, to be able to assess the
adherence to SOX requirements, they must first understand the
internal control framework of the organization in question. This
requires studying access control of the applications used to
ensure authenticity, security and integrity of the information
flow between systems, the confidentiality of electronic records,
non-repudiation of electronic signatures, etc. The information
collected in an internal control report can be seen as requirements
for information security programs and can help in security
assessment.

4.2. Applying citation analysis

The citation graph extracted from SOX, GLBA, and HIPAA is
shown in Fig. 13. GLBA is represented with yellow color, SOX in
blue, while HIPAA provisions are in red. The objective of the graph
is to showhow the three acts are interconnected by either referring
to each other or to other laws. Due to the size of the graph, it
was not possible to show the node labels which represent the
provisions identifiers.

Table 1 shows a quantitative view depicting the number of laws
to which SOX, GLBA, and HIPAA commonly refer. SOX and GLBA
refer to four common laws, whereas SOX and HIPAA refer to two
laws as shown in the table. Our citation analysis revealed that GLBA
and HIPAA do not intersect. We can also see in this table that Title
15 of the Commerce and Trade Act of the Investor Protection Act
Section 78 and Section 80 (15 U.S.C. 78 and 15 U.S.C. 80) are used
in 85% of SOX and 91% of GLBA provisions. This is a typical case
where, unless the modifications made by SOX and GLBA to the
provisions of these laws are carefully monitored, there is high risk
of contradictions and duplication of work.
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Fig. 13. A citation graph that shows the relationship between SOX, GLBA and HIPAA.
Weanalyzed the specific provisions that are referred to by these
three regulations and found many cases of duplicated information
and potential risks of consistency issues that can lead to conflicts.
We chose to report on two cases that are representative of our
findings.
Case 1: HIPAA and SOX
The first case is based on the SOX and HIPAA provisions shown

in Fig. 14. In these provisions we can see two interesting situa-
tions where changes made by SOX or HIPAA can affect the other
law.
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Fig. 14. Provisions taken from SOX and HIPAA to illustrate the first case of overlap and possible conflicts.
The first situation is with respect to the relationship between
provision 306(b)(3) of SOX and provision 101(e)(2)(A) of HIPAA
that is depicted in the citation graph shown in Fig. 15 and which
corresponds to the Amend–Amend pattern. It consists of the
fact that both these laws amend Section 502 of The Employee
Retirement Income Security Act of 1974 (code 29 U.S.C. 1132).
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Sarbanes Oxley Act (SOX)

Fig. 15. A graph showing SOX and HIPAA provisions amending the same provision of the 29 U.S.C. 1132 law.
Fig. 16. An example of SOX and HIPAA provisions amending the same provision of the 29 U.S.C. 1132 law but different sections.
Table 1
Common regulation sections between SOX, GLBA, and HIPAA.

Citation GLBA SOX HIPAA

12 U.S.C.1464 2 1 0
15 U.S.C.77 1 7 0
15 U.S.C.78 10 69 0
15 U.S.C. 80 20 5 0
29 U.S.C.1021 0 2 1
29 U.S.C.1132 0 1 3

The amendment consists in both cases of striking and inserting
paragraphs, in particular to Subsections (c) and (a)(6) of Section
502.

Although SOX and HIPAA agree on the rights and obligations of
the Secretary, who is defined as an officer of the health and human
services, in SOX, the secretary has a wider authority than in HIPAA.
This is indicated by the fact that SOX added a new paragraph
(7) to the Employee Retirement Income Security Act of 1974 by
allowing the Secretary to assess a civil penalty against a plan
administrator who refuses or fails to provide notice to participants
and beneficiaries, which is not the case in HIPAA.

The second situation, which is illustrated in the citation graph
of Fig. 16, shows an example of an overlap between SOX andHIPAA
with respect to Section 101 of ERISA (29 U.S.C. 1021). Both HIPAA
and SOX amend the same section but two different subsections.
Although this decreases the possibility of a conflict, it enforces the
fact that there is a strong relation between the policies that HIPAA
and SOXmandate in these provisions. In this case, both regulations
are adding new obligations on the plan administrator regarding
the disclosure and reporting of information. SOX Section 306(b)
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Fig. 17. Provisions taken from SOX and GLBA to illustrate a case of overlap that can lead to a conflict unless careful monitoring of the changes is performed.
amended Section 101(i) of ERISA (29 U.S.C. 1021) to ensure that
plan administrators notify participants at least 30 days in advance
of ‘‘blackout periods’’ (a temporary period of at least 3 days during
which contracts or policies are suspended). On the other hand
HIPAA Section 101(e)(1) amended Section 101 of ERISA (29 U.S.C.
1021) by adding a new paragraph to establish a filing requirement
thatwas required by theMultiple EmployerWelfare Arrangements
(MEWA). This requirement consists of a new obligation on plan
administrators that mandates reporting and filing annually to The
Employee Benefits Security Administration (EBSA) information
related to the requirements in Part 7 of ERISA which is added by
HIPAA and other similar regulations such as Mental Health Parity
Act to ensure compliance by MEWA. These requirements are not
needed for SOX compliance.
Case 2: SOX and GLBA

SOX and GLBA overlap by addressing record keeping and
the protection of investors’ private information. The relationship
between SOX provision 205(c)(2) and GLBA 231(a) (shown in
Fig. 17 and the corresponding graph in Fig. 18) consists of the
fact that they both amend the same provision of Section 17
of the Securities Exchange Act of 1934 (code 15 U.S.C. 78q).
This is again falls into the Amend–Amend pattern. Before the
modification made by SOX to this section, it was sufficient from
GLBA’s perspective for an accountant that certifies the financial
documents and reports of an organization to be an independent
public account. SOX, on the other hand, amended Section 17
of the Securities Exchange Act of 1934 in such a way that the
accountant must be working in a firm which must be registered
by the Public Company Accounting Oversight Board (PCAOB) [23].
PCAOB is a private non-profitable corporation created by SOX to
oversee the auditors of public companies to protect the interest
of investors [23]. This amendment made by SOX and which
affected GLBA requires that all tool features, audit processes, and
organizational policies that were compliant with the previous
version of GLBA be updated.

5. Related work

There exist several studies that use citation analysis to extract
relevant information from different documents such as websites,
or scientific publications [24,25]. The proposed techniques,
however, operate on documents that are completely different
from law documents in terms of their structures, and the citation
standards that are used, which make them impractical in the
context of our research.

Breaux proposed the Frame-Based Requirements Analysis
Method (FBRAM) to obtain legal requirements from US regulatory
documents [26]. Hismethod is intended to help software engineers
understand legal requirements in order to avoid non-compliance
when building software systems where compliance requirements
can turn into system functional requirements. The author studied
the sources of ambiguities in legal document, such as the effect of
facts, definitions, constraints, the language ambiguity and cross-
references. His study of the effect of cross-references, however,
was limited to defining a set of patterns to extract internal
references, to support mappings between legal requirements [26].
In our study, we use citation analysis to help analysts work with
multiple regulations by understanding and keeping track of the
changes made by laws that may affect other laws.

The objective of the REGNET project is to build a formal in-
formation infrastructure for regulatory information management
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Fig. 18. Example of SOX and GLBA provisions amending the same provision ‘‘15 U.S.C. 78q’’.
and compliance assistance to supports US federal and state reg-
ulations [27,28]. One of the main outcomes of the project is a set
of techniques for locating and comparing related regulations based
on information retrieval techniques, featurematching, etc. [27,28].
Although the work of the REGNET approach does not focus on ci-
tation analysis, we believe that their techniques complement the
one presented in this paper.

Jacobson et al. developed an Interactive Legal Citation Checker,
a proprietary tool to extract citations from legal documents [29].
The aim was to help authors of legal documents write citations
that comply with a citation style. This tool, however, only extracts
the citations and does not detect the various relations among
citations such as the ones presented in this paper (i.e., assertion
and amendments).

The Semantics-Based Legal Citation Network is a prototype
visualization tool that focuses on case law citations. The tool was
proposed by Zhang and Koppaka [30]. The goal is to help attorneys
and other people who work on the legal field study cases and
legal issues without the need to go through the whole cases or
the daunting task of manual citation search. The citation viewer
focuses on one legal issue and allows an attorney to navigate
(forwards and backwards) through the citation network to study
how the issue was developed and handled in different cases over
the years. However, their tool helps simply navigate through
regulatory documents and does not focus on detecting overlaps or
conflicts among these documents.

6. Conclusion and future work

In this paper, we argued that there is a need to investigate
techniques and tools to help software companies deal with a large
number of regulatory compliance requirements. This is because
many software systems they develop are for organizations that are
heavily regulated and must follow various local and international
laws, which dedicate key features that these software systems
must support or even the process by which they are to be built.

We discussed how citation analysis can be used to understand
and analyze multiple regulations as well as detect overlaps and
possible conflicts among regulations. We also presented our
citation analysis approach,which involves building a citation graph
by parsing the content of multiple regulations to identify the
provisions, citations, and the types of relations among citations.
We discussed the fact that amendments (one of the relations
among the citing and the cited provisions) represent risks of
conflict. We suggested that this type of relation should be carefully
studied.

We also presented a prototype tool called CompDSS that
supports citation analysis. Although many features of the tool are
still under development, we were able to use it to detect overlaps
and risks of conflicts among three laws, namely, SOX, HIPAA, and
GLBA, the regulations used in our case study.

Although the approach presented in this paper and the results
of the case study are promising, there are many issues that need to
be addressed:

• Citation analysis cannot be applied to analyze the dependencies
among laws from different countries since it is unlikely that
these laws refer to the same common laws. This limits our
approach from being used by corporations that wish to apply
it to detect overlaps and conflicts at the international level. We
do not have the solution to this problem for the time being.

• Our process for extracting citations relies on citation style
standards. However, there might be many citations that do not
rely on the citation style standards. One possible solution to this
issue is to use text mining techniques to extract such citations.
We intend to further investigate this path.

• The size of a citation graph that involves many laws can be
relatively large. This can hinder the effective analysis of these
laws and the relationships among them. What we need is
to investigate ways to improve the usability of these graphs
by adding support of various visualization techniques that
have been shown to be effective in other areas of software
engineering.

• CompDSS follows a pipe and filter architectural style, each
phase depends on the previous one. The bottleneck of the tool
is the visualization engine which is based on the Graphviz
package and libraries. Citation graphs could become extremely
large, and may hinder the applicability of our approach, unless
we work towards defining better algorithms for improved
performance and scalability.

• In this paper, the detection of possible overlaps and conflicts
is a user-intensive task. For example, it is up to the analyst to
find places where various amendments of the same provisions
occur. In addition to this, we recognize that our pattern library
does not cover all possible cases of potential conflicts and
overlaps. Analysts working in particular areas of law may need
to define new patterns that are most likely to occur. This will
require careful analysis of law documents.
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• We need to work with users working with multiple regulations
to be able to improve our approach as well as the tool.

• Finally, we also need to compare our approach with existing
studies such as the one presented by the members of the
REGNETproject, inwhich information retrieval techniques have
been used to detect relationships among law documents.
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